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1 Overview

In the last lecture, we started by looking at the difference between work and cost. Work is defined
as the total number of operations of all the processors and cost is defined as the runtime multiplied
by the number of processors. In the case where we have some processors idle, we can see that the
cost will be higher than the work performed; hence, work and cost are not equivalent. We then
defined two more metrics of parallel algorithms: efficiency and parallelism.

In this lecture, we will start by comparing the recursive and iterative versions of a parallel sum
function. We will then introduce a theorem stating that given a p-processor CRCW PRAM algo-
rithm, we can implement the algorithm in a p-processor EREW PRAM in time Θ(tp(n) · log p),
where tp(n) is the runtime of the original CRCW PRAM algorithm with p processors. In other
words, we will investigate how to simulate a CRCW PRAM on a EWEW PRAM.

2 Recursion vs. Iteration

In the last lecture, when looking at work vs. cost, we examined the recursive parallel sum function,
given below.

Algorithm 1 sum(A[1, ..., n]) Find the summation of n entries in array A, using recursion

if n = 1 then
return A[1]

else
in parallel do
l = sum(A[1, ..., n/2])
r = sum(A[n/2 + 1, ..., n])

return l + r
end if

It is easy to see that the above recursive funtion indeed returns the summation of all n entries
in array A. However, given an iterative function, the analysis for correctness is not as obvious.
Consider the iterative parallel sum function, given below.
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Algorithm 2 sum(A[1, ..., n]) Find the summation of n entries in array A, using iteration

for k = 1 to log n do
for i = 0 to n

2k
− 1 in parallel do

A[2k · i] = A[2k · i] + A[2k · i + 2k−1]
end for

end for
return A[0]

Let us first examine the runtime of this algorithm: in the first step (k = 1), we perform n/2
additions; in the second step (k = 2), we perform n/4 additions; in the third step (k = 3), we
perform n/8 additions; and in the last step (k = log n), we perform 1 addition. Hence, the runtime
is equal to the sequence: n

2 + n
4 + n

8 + ... + 1 = O(log n).

Claim 1. After k rounds, for i ∈ {0, ..., n
2k
− 1},

A[2k · i] =

2k−1∑
j=0

A[2k · i + j].

Proof. Base Case: k = 0. We have that:

A[20 · i] =
20−1∑
j=0

A[20 · i + j]

=

0∑
j=0

A[i + j]

= A[i].

Inductive Step: Assume that our hypothesis is true for some k > 0, we will show that our
hypothesis holds for k′ = k + 1. From our algorithm, we have:

A[2k
′ · i] = A[2k

′ · i] + A[2k
′ · i + 2k

′−1]

= A[2k+1 · i] + A[2k+1 · i + 2k+1−1]

= A[2k · 2 · i] + A[2k · 2 · i + 2k]

= A[2k · 2i] + A[2k · (2i + 1)]

=

2k−1∑
j=0

A[2k · 2i + j] +

2k−1∑
j=0

A[2k · (2i + 1) + j]

=
2k−1∑
j=0

A[2k+1 · i + j] +
2k−1∑
j=0

A[2k+1 · i + 2k + j]

=
2k+1−1∑
j=0

A[2k+1 · i + j] =
2k

′−1∑
j=0

A[2k
′ · i + j].
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Therefore, after k = log n rounds, A[0] =
∑n−1

j=0 A[j].

3 Simulation of a CRCW PRAM on a EREW PRAM

Theorem 2. A p processor sum-CRCW PRAM algorithm A with size n that runs in time tp(n),
can be implemented on a EREW PRAM in time:

t′p(n) = O(tp(n) · log p).

Proof. We will start by looking at writes. Let A′ be an array of size O(p · n). In other words,
for every entry in A we have p space allocated. Now, assume processor pi wants to write to A[j].
Instead of writing directly to A[j], pi will write to A′[p · j + i]. In this way, we ensure that no
two processors write to the same location in A′. In order to get the final correct value of A[j], the
idea is to sum up all p entries corresponding to the index j, using the parallel iterative summation
function, described in the previous section of this lecture. By using the index of A′ that processor
pi writes to, we know whether or not the entry is a left or right child in any level of the binary tree
of summations. Hence, if the entry is a left child, then the corresponding processor will take the
value of the right child and add them together. If the left child entry is empty, the right child will
be responsible for doing the summation. Therefore, we have provided a method for implementing
sum-CW on a EW PRAM. This method can be modified for other variations of CW; for example,
for arbitrary-CW, we choose a random element out of the p possible writes (instead of summing
them all up).

Next, we will look at reads. The idea is very similar to what we described for writes. Let A′ be
an array of flags of size O(p · n). Assume that processor pi wants to read entry A[j]. We will
set A′[p · j + i] = 1, otherwise the entry is set to 0. Once all the flags have been initiated for all
processors, we build a binary tree of the flags corresponding to the entry j; where the parent node
will be set to 1 if one of its children’s flags is set to 1, otherwise it is set to 0. In this way, we now
know if the entry j gets read by a processor and which processor(s) reads it. Thus, we simply copy
the values of the desired entries to the processors who read that data. This method is known as
broadcasting or multicasting.

Therefore, for both reads and writes, we require O(log n) time per element to build the tree (of
writes or flags). Hence, the total runtime will be O(log n) ·O(tp(n)) = O(log n · tp(n)).
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